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Deep learning with Python

*Modern introduction
*Application (interatomic potential generation)
*Keras tutorial



A modern introduction
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https://www.youtube.com/watch?v=2L2u303FAs8

Reference



Machine-learning(ML)?

• Bohrvs Schrödinger

• Bioinformatics 

• Materials informatics?

• Metaheuristic 

• Attribute oriented induction

• …. 4

Computer science that gives computer systems the ability to
"learn" (i.e., progressively improve performance on a specific
task) with data, without being explicitly programmed.

https://en.wikipedia.org/wiki/Machine_learning
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ML?
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learning data representations, as opposed to task-specific algorithms



Forms of Machine Learning
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* Supervised learning

* Unsupervised learning

* Reinforcement learning

* Evolutionary learning

Learning task = Representation + Evaluation + Optimization

Learning types

Three elements



ML?
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Unsupervised learning: No labels are given to the learning algorithm, leaving it on its own to find structure in 
its input. Unsupervised learning can be a goal in itself (discovering hidden patterns in data) or a means 
towards an end (feature learning).



AI tools

8

https://en.wikipedia.org/wiki/Artificial_intelligence

Search and optimization Classifiers and statistical learning methods Artificial neural networks

The overall research goal of artificial intelligence is to create technology that allows computers and machines 
to function in an intelligent manner. 



DL has achieved the following 
breakthroughs
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 Near-human-level image classification
 Near-human-level speech recognition
 Near-human-level handwriting transcription
 Improved machine translation

 Improved text-to-speech conversion
 Digital assistants such as Google Now and Amazon Alexa
 Near-human-level autonomous driving
 Improved ad targeting, as used by Google, Baidu, and Bing
 Improved search results on the web
 Ability to answer natural-language questions
 Superhuman Go playing



a new representation
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Universal approximation theorem

• The theorem states that simple neural networks can 
represent a wide variety of functions when given appropriate 
parameters; however, it does not touch upon the algorithmic 
learnability of those parameters.
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https://en.wikipedia.org/wiki/Universal_approximation_theorem

Curse of Dimensionality



Model representation (approach)

• Artificial neural network (connection)

• Genetic algorithm (evolution)

• Support vector machine (analogy)

• Bayes Classifier (Bayesian)

• Decision tree (symbol)
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Contemporary ML: a guide for practitioners 
in the physical sciences
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arXiv:1712.08523

dot product vs distance



Backpropagation (1974, 1986)

• Vanishing gradient problem

• ReLU(REctified Linear Unit)

• Weights initilization

14Given a desired output response vector {dj}

‘uniform’,’normal’

‘relu’,‘linear’, ‘sigmoid’, ‘softmax’



Let’s examine how a network several layers deep transforms
an image of a digit in order to recognize what digit it is.
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Deep representations learned by a 
digit-classification model
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A neural network is
parameterized by its weights.
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A loss function measures
the quality of the network’s output.
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The loss score is used as a
feedback signal to adjust the weights.
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Artificial neural networks
• Dataset: {input vector, output vector}

• Training set, test set, and overfitting
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 DL

발표자
프레젠테이션 노트
Overfitting and computing time DL



Terminologies
• In ML, a category in a classification problem is called a class. 

Data points are called samples. The class associated with a 
specific sample is called a label.

• Attributes (the variables being used to make predictions) are also 
known as the following:
* Predictors
* Features
* Independent variables
* Inputs

Labels are also known as the following:
* Outcomes
* Targets
* Dependent variables
* Responses

• Minibatch : subset of the training data – for example, 50 samples 
at a time
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발표자
프레젠테이션 노트
In machine learning, a category in a classification problem is called a class. Datapoints are called samples. The class associated with a specific sample is called alabel.



Regression analysis

• Y ~ f(X, {β}), E(Y|X) = f(X, {β})

• {β} : unknown parameters

• In statistical modeling, regression 
analysis is a set of statistical processes 
for estimating the relationships among 
variables.
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Deep Learning (2012-)
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*Rectified linear unit activation function (2011)

*Gaussian type weights initialization (2015)

*Regularization of weights

*Convolutional neural network

*GPU, TPU  CPU, MPP

*Big data
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발표자
프레젠테이션 노트
learning data representations, as opposed to task-specific algorithmsSome researchers assess that the October 2012 ImageNet victory anchored the start of a "deep learning revolution" that has transformed the AI industry.As with ANNs, many issues can arise with naively trained DNNs. Two common issues are overfitting and computation time. 



An application
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Behler-Parrinello: Atomic energy?

25
Phys. Rev. Lett. 98, 146401 (2007).
Phys. Rev. B 96, 014112 (2017).

local atomic environment

parallel



ML: interatomic potentials
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J. Chem. Phys. 145, 170901 (2016).

Sci. Adv. 3, e1603015 (2017); Phys. Rev. Lett. 120, 026102 (2018); Phys. Rev. Lett. 120, 143001 (2018); Phys. Rev. Lett. 120, 156001 (2018); 
Phys. Rev. Lett. 120, 166101 (2018).



A Keras tutorial

39



40

Keras is a deep-learning framework for Python that provides a 
convenient way to define and train almost any kind of deep-learning 
model. Keras was initially developed for researchers, with the aim of 
enabling fast experimentation.

Keras has the following key features:
 It allows the same code to run seamlessly on CPU or GPU.
 It has a user-friendly API that makes it easy to quickly prototype 
deep-learning models.
 It has built-in support for convolutional networks (for computer 
vision), recurrent networks (for sequence processing), and any 
combination of both.
 It supports arbitrary network architectures: multi-input or multi-
output models, layer sharing, model sharing, and so on. This means 
Keras is appropriate for building essentially any deep-learning model, 
from a generative adversarial network to a neural Turing machine.

Keras
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Keras: high-level NN API
Keras is a model-level library, providing high-level building 
blocks for developing DL models. It doesn’t handle low-level 
operations such as tensor manipulation and differentiation.

Currently, the three existing backend implementations
are the TensorFlow backend, the Theano backend, and the 
Microsoft Cognitive Toolkit (CNTK) backend.

High-level  NN API
Runs on top of TF, Theano, CNTK
Simple: stacking layers, connecting graphs
Open source
High performance
250,000 developers
Linux/MacOs/Windows, automatic differentiation, Cuda

Thanks to symbolic differentiation, you’ll never have to implement the 
Backpropagation algorithm by hand.

발표자
프레젠테이션 노트
application programming interface 



Keras
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It offers a higher-level, more intuitive set of abstractions that make it 
easy to develop deep learning models regardless of the computational 
backend used.

In 2017, Google's TensorFlow team decided to support Keras in 
TensorFlow's core library. Microsoft added a CNTK backend to Keras as 
well, available as of CNTK v2.0.

Comparison of deep-learning software

https://en.wikipedia.org/wiki/Comparison_of_deep-learning_software
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Keras has well over 250,000 users.

Keras is used at Google, Netflix, Uber, CERN, Yelp, Square, and 
hundreds of startups working on a wide range of problems.
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Install Keras

2019, Installing TensorFlow, Keras, & Python 3.7 in Windows

https://www.youtube.com/watch?v=z0qhKP2liHs
https://www.youtube.com/watch?v=59duINoc8GM
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Keras

We can now dive into practical Keras examples.

(only for linear stacks of layers, which is the most common network architecture by far)

from keras.models import Sequential

models.Sequential()

layers.Input(shape=(784,))

layers.Dense(32, activation='relu')

layers.Dense(10, activation='softmax')
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Keras

‘uniform’,’normal’

‘relu’,‘linear’, ‘sigmoid’, ‘softmax’



Linear regression
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from keras.models import Sequential
from keras.layers import Dense
from keras.optimizers import SGD
import numpy as np

trX=np.linespace(-1, 1, 101)
trY=2*trX+np.random.randn(*trX.shape)*0.33

model=Sequential()
model.add(Dense(output_dim=1, input_dim=1, init=‘normal’, activation=‘linear’))
model.compile(optimizer=SGD(lr=0.01), loss=‘mean_squared_error’, metrics=[‘accuracy’])
model.fit(trX,trY, nb_epoch=100, verbose=1)
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Binary classification
# Create your first MLP in Keras
from keras.models import Sequential
from keras.layers import Dense
import numpy
# Fix random seed for reproducibility
numpy.random.seed(7)
# Load pima indians dataset
dataset = numpy.loadtxt("pima-indians-diabetes.csv", delimiter=",")
# split into input (X) and output (Y) variables
X = dataset[:,0:8]
Y = dataset[:,8]
# Create model
model = Sequential()
model.add(Dense(12, input_dim=8, activation='relu'))
model.add(Dense(8, activation='relu'))
model.add(Dense(1, activation='sigmoid'))
# Compile model
model.compile(loss='binary_crossentropy', optimizer='adam', metrics=['accuracy'])
# Fit the model
model.fit(X, Y, epochs=150, batch_size=10)
# Evaluate the model
scores = model.evaluate(X, Y)
print("\n%s: %.2f%%" % (model.metrics_names[1], scores[1]*100))

발표자
프레젠테이션 노트
Note, the dataset has 9 columns and the range 0:8 will select columns from 0 to 7, stopping before index 8. There are eight input variables and one output variable (the last column).



MNIST
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https://nextjournal.com/gkoehler/digit-recognition-with-keras

MNIST contains 70,000 images of handwritten digits: 60,000 for 
training and 10,000 for testing. The images are grayscale, 28×28 
pixels, and centered to reduce preprocessing and get started quicker.
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# partition the data into training and testing splits using 75% of
# the data for training and the remaining 25% for testing
(trainX, testX, trainY, testY) = train_test_split(data, labels, test_size=0.25, random_state=42)

https://www.pyimagesearch.com/2018/09/10/keras-tutorial-how-to-get-started-with-keras-deep-learning-and-python/



Logistic regression
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from keras.models import Sequential
from keras.layers import Dense
from keras.optimizers import SGD
from keras.datasets import mnist
from keras.utils import np_utils
batch_size=128 ; nb_classes=10 ; nb_epoch=100 
(X_train, y_train), (X_test, y_test) = mnist.load_data()
X_train=X_train.reshape(6000,784)
X_test=X_test.reshape(1000,784)
X_train=X_train.astype(‘float32’)/255.
X_test=X_test.astype(‘float32’)/255.
Y_Train=np_utils.to_categorical(y_train, nb_classes)
Y_Test=np_utils.to_cagegorical(y_test, nb_classes)
model=Sequential()
model.add(Dense(output_dim=10, input_dim=(784,), init=‘normal’, activation=‘softmax’))
model.compile(optimizer=SGD(lr=0.01),  loss=‘categorical_crossentropy’, metrics=[‘accuracy’])
model.summary()
history=model.fit(X_train, Y_Train, nb_epoch=nb_epoch, batch_size=batch_size, verbose=1)
evaluation=model.evaluate(X_test,Y_Test,verbose=1)
print(‘Summary: Loss over the test dataset: %.2f, Accuracy: %.2f’, %(evaluation[0], evaluation[1]))

‘uniform’,’normal’

‘relu’,‘linear’, ‘sigmoid’, ‘softmax’



Deep ffnnet/dropout

53

from keras.models import Sequential
from keras.layers import Dense, Activation, Dropout
from keras.optimizers import RMSprop
from keras.datasets import mnist
from keras.utils import np_utils
batch_size=128; nb_classes=10 ; nb_epoch=100
(X_train, y_train), (X_test, y_test)=mnist.load_data() 
X_train=X_train.reshape(60000,784)
X_test=X_test.reshape(10000,784)
X_train=X_train.astype(‘float32’)/255.
X_test=X_test.astype(‘float32’)/255.
Y_train=np_utils.to_categorical(y_train,  nb_classes=nb_classes)
Y_test=np_utils.to_categorical(y_test,  nb_classes=nb_classes)
model=Sequential()
model.add(Dense(ouput_dim=625, input_dim=784, init=‘normal’))
model.add(Activation(‘relu’))
model.add(Dropout(0.2)) 
model.add(Dense(ouput_dim=625, input_dim=625, init=‘normal’))
model.add(Activation(‘relu’))
model.add(Dropout(0.5)) 
model.add(Dense(ouput_dim=10,  input_dim=625,  init=‘normal’))
model.add(Activation(‘softmax’))
model.compile(optimizer=RMSprop(lr=0.001, rho=0.9), loss='categorical_crossentropy', metrics=['accuracy'])
model.summary()
history=model.fit(X_train,Y_train,  nb_epoch=nb_epoch,  batch_size=batch_size,  verbose=1)
evaluation=model.evaluate(X_train, Y_test,  verbose=1)
print('Summary: Loss over the test dataset: %.2f, Accuracy: %.2f' % (evaluation[0], evaluation[1]))

https://github.com/tgjeon/Keras-Tutorials/blob/master/README.md
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CNN
import numpy as np
np.random.seed(123) # for reproducibility
from keras.models import Sequential
from keras.layers import Dense, Dropout, Activation, Flatten
from keras.layers import Convolution2D, MaxPooling2D
from keras.utils import np_utils
from keras.datasets import mnist
# Load pre-shuffled MNIST data into train and test sets
(X_train, y_train), (X_test, y_test) = mnist.load_data()
X_train = X_train.reshape(X_train.shape[0], 1, 28, 28)
X_test = X_test.reshape(X_test.shape[0], 1, 28, 28)
X_train = X_train.astype('float32')/255.
X_test = X_test.astype('float32')/255.
Y_train = np_utils.to_categorical(y_train, 10)
Y_test = np_utils.to_categorical(y_test, 10)
model = Sequential()
model.add(Convolution2D(32, 3, 3, activation='relu', input_shape=(1,28,28)))
model.add(Convolution2D(32, 3, 3, activation='relu'))
model.add(MaxPooling2D(pool_size=(2,2)))
model.add(Dropout(0.25))
model.add(Flatten())
model.add(Dense(128, activation='relu'))
model.add(Dropout(0.5))
model.add(Dense(10, activation='softmax'))
model.compile(loss='categorical_crossentropy', optimizer='adam', metrics=['accuracy'])
model.fit(X_train, Y_train, batch_size=32, nb_epoch=10, verbose=1)
score = model.evaluate(X_test, Y_test, verbose=0)



convolution
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Gaussian blur can be used to obtain a smooth grayscale digital 
image of a halftone print.



convolution
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Left: Halftone dots. Right: How the human eye would see this sort of 
arrangement from a sufficient distance.



import numpy as np 
np.random.seed(123) # for reproducibility 
from keras.models import Sequential 
from keras.layers import Dense, Dropout, Activation, Flatten, Conv2D, pooling 
from keras.utils import np_utils 
from keras.datasets import mnist 
(X_train, y_train), (X_test, y_test) = mnist.load_data() 
print(X_train.shape) 
X_train = X_train.reshape(X_train.shape[0], 28, 28, 1) 
X_test = X_test.reshape(X_test.shape[0], 28, 28, 1) 
print(X_train.shape) 
X_train = X_train.astype('float32') /255.
X_test = X_test.astype('float32') /255.
Y_train = np_utils.to_categorical(y_train, 10) 
Y_test = np_utils.to_categorical(y_test, 10) 
model = Sequential() 
model.add(Conv2D(32, 3, 3, activation='relu', input_shape=(28,28, 1))) 
print(model.output_shape) 
model.add(Conv2D(32, 3, 3, activation='relu')) 
model.add(pooling.MaxPooling2D(pool_size=(2,2))) 
model.add(Dropout(0.25)) 
model.add(Flatten()) 
model.add(Dense(128, activation='relu')) 
model.add(Dropout(0.5)) 
model.add(Dense(10, activation='softmax')) 
model.compile(loss='categorical_crossentropy', optimizer='adam', metrics=['accuracy']) 
model.fit(X_train, Y_train, batch_size=32, nb_epoch=10, verbose=1) 
score = model.evaluate(X_test, Y_test, verbose=0) 
print(model.metrics_names) 
print(score)
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CNN

32 (3×3) filters
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